Known-token decoder batches

RLT-1 8 batches
X1 —> T2 —> I3 —> X4 —> I5 —> X6 —> X7 —> X8

B=1 8L p stages

ya: shared feedback for positions 5-8
v v v v

RLT-2 2 batches
1 T2 x3 X4 x5 Te x7 xs

B=4 2L p stages

RLT-0 1 T2 T3 T4 s T 7 xs 1 batch

B = Lp stages

Within a batch: positions in parallel at each layer. Between batches: preserve causal SWA caches.



