
Causal encoder RLT-2 decoder
Known prefix through bk Chunk Ik: parallel positions within each layer

LE layers

LD layers

Known chunk xIk

Token embeddings

Causal self-attention
prefix mask j ≤ t

+

Feed-forward
network

+

Encoder outputs
eIk = Eθ(x1:bk )Ik

Causal masking allows parallel
encoder prefill across positions.

Global K/V
projection

from normalized eIk

Append (kj , vj),
j ∈ Ik

to encoder
memory M≤bk

once per position

Same projected KV
read by all decoder layers

(G = 1 shown)

Gated merge at
each t ∈ Ik

z0t = et + αgt ⊙ vk−1

Shared state hk−1

rk−1 =
RMSNorm(hk−1)
vk−1 = Wsrk−1

normalize/project
once per chunk

gt = σ(Wg[et; rk−1] + bg)

RMSNorm
Q/K/V projections

Causal SWA
window W , including t

+

Norm + query
projection

Cross-attention
prefix mask j ≤ t

+

RMSNorm + FFN

+
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K,V

Layer ℓ SWA KV
past cache CD,ℓ

ak−1

+ chunk KV
at j ∈ Ik

K,V

Save cache CD,ℓ
bkretain last

W − 1 entries

Cross-chunk
KV is retained.

Query t: j ≤ t,
t − j < W .

yIk = z
LD
Ik

Per-token readout
pΘ(xt+1 | x1:t)

zℓ
Ik

Commit at a
full boundary
hk = ykB
Partial chunk:
keep hk−1.
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Positions in Ik run together.
Layers remain sequential.

+ denotes residual addition.
h0 = s⋆ at sequence start.


